


(a) Concave helix shape (b) Convex decomposition (c) Subtracted result

Figure 7.22: Convex and Concave Helical Volume Representation

7.4.5 Convex versus Concave Shapes

The SCS algorithm is specifically designed to process CSG trees of convex shapes, whereas

the Goldfeather algorithm can also handle concave shapes. SCS handles concave shapes

by requiring a decomposition into convex shapes.

This experiment examines the performance of CSG rendering algorithms using either

convex or concave representations. Tesselating concave volumes into convex elements

results in a larger number of volumes and a larger surface area for processing. However,

convex elements allow algorithmic simplifications — each object can be processed at a

lower cost with convex assumptions. This same approach of convex decomposition is used

in OpenGL for handling concave polygons.

The model used in this experiment is illustrated in Figure 7.22. Two helical volumes

are subtracted from a cylinder to form a cutting or milling tool. Each helix is either

represented as (a) a concave volume, or (b) decomposed into convex segments, to form

(c) the subtracted result.

The platform used for timing the algorithms is an AMD Athlon XP 1800+ with 256

kB cache, 1GB RAM using Nvidia FX 5900 Ultra graphics card running the Fedora

Core 3 Linux operating system and Nvidia version 71.74 OpenGL drivers. The SCS and

Goldfeather CSG rendering time was averaged over at least 1000 frames, in an 800x600

window.
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x b1 c1 d1 e1 f1 g1 h1 i1 j1 k1 l1 m1 n1 o1 p1 q1 r1 s1 t1 u1
x • • • • • • • • • • • • • • • • • • • • •
b1 • • •
c1 • • • •
d1 • • • •
e1 • • • •
f1 • • • •
g1 • • • •
h1 • • • •
i1 • • • •
j1 • • • •
k1 • • • •
l1 • • • •

m1 • • • •
n1 • • • •
o1 • • • •
p1 • • • •
q1 • • • •
r1 • • • •
s1 • • • •
t1 • • • •
u1 • • •

Table 7.14: Helix Overlap Matrix

The overlap matrix in Table 7.14 represents the spatial overlap between the cylinder

x and the convex elements b1, c1, d1, · · · , u1 of one of the helices. Each helix element is

touching one or two others, as well as the cylinder. These subtracted elements form an

acyclic graph making it well suited for graph based sequence encoding and resulting in

an O(n) subtraction sequence. The second helix in the model also has the same overlap

characteristics, being rotated with respect to the axis of the cylinder. It should be noted

that if the two helices were overlapping each other, the overlap graph of the subtracted

elements would no longer be acyclic.

Timing results for the convex and concave versions of the model in Table 7.15 show

the performance advantage of the SCS approach for this model. The SCS algorithm can

render at 152 Hz, compared to the 20 Hz of the Goldfeather algorithm. The convex

representation is particularly poorly suited for the Goldfeather approach, resulting in less

than 6 Hz.

Algorithm average relative
(s/frame) (Hz) time

Convex Goldfeather 2.110 0.5 301.4
Layered Goldfeather 0.281 3.6 40.1
Imp. Layered Goldfeather 0.174 5.8 24.9
SCS 0.007 152.1 1.0

Concave Goldfeather 0.050 19.9 7.1
Layered Goldfeather 0.166 6.0 23.7
Imp. Layered Goldfeather 0.076 13.0 10.0
SCS n/a n/a

Table 7.15: Convex and Concave CSG Rendering Performance
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7.5 Discussion

To conclude this chapter, performance aspects of the SCS CSG rendering algorithm are

summarised, and some assumptions and limitations discussed.

The SCS CSG algorithm achieves interactive frame rates on commodity PC hardware

platforms for some of the models, but not the more complicated ones. Depth buffer

copying has been identified as a significant bottleneck for CSG rendering, motivating the

SCS algorithm which makes heavier utilisation of rasterisation, rather than buffer copying.

The algorithm has been shown to be advantageous for a variety of CSG models, compared

to the Goldfeather-style algorithms.

Several performance aspects of the SCS CSG algorithm are investigated experimentally

and the results discussed. Intersection of convex objects is performed in linear time.

Subtraction of convex objects is linear time in the best case, O(n2) time in the worst case.

Overlap graph processing can utilise spatial overlap information to reduce the length of

subtraction sequences, especially in cases of low to moderate overlap. Handling of concave

shapes as convex decompositions can result in an overall speedup, compared to algorithms

that process concave shapes directly.

The SCS CSG rendering algorithm was formulated, developed and tested for fixed-

pipeline OpenGL graphics hardware. A variety of Nvidia graphics hardware was used in

this work, other vendors such as ATI were not tried. With the rapid pace of PC and

graphics hardware we would expect CPU speed, GPU performance and bus bandwidth

to affect the relative performance of CSG rendering algorithms.

The CSG models used in this work tend to be test-cases rather than real-world data

sets, although some of the models are intended to be similar to real-world cases. Develop-

ing a more comprehensive set of models to represent real world examples is a suggestion

for further work.
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Chapter 8

Conclusion

If a man will begin with certainties, he shall end in doubts; but if he will be

content to begin with doubts he shall end in certainties.

— Sir Francis Bacon

153



8.1 Conclusion

This work has introduced a new approach to CSG rendering based on sequenced sub-

traction of convex objects on graphics hardware. We have called this Sequenced Convex

Subtraction1 (SCS), drawing on the Trickle algorithm [28] concept of front to back sub-

traction of convex layers, but utilising convex objects instead of frame-buffer layers and

utilising a subtraction sequence instead of sorting by depth.

The SCS algorithm is motivated by a specific application domain and performance

characteristics of fixed-pipeline graphics hardware. The algorithm has been found to be

applicable to a broad set of CSG models2, although is better suited to some situations than

to others. The SCS approach is particularly well suited to models involving convex objects

with little to moderate overlap, and moderate overall depth complexity3. The algorithm is

suitable for implementation in mainstream graphics hardware, and is designed to minimise

the number of buffers and buffer copying required by prior approaches.

This work has introduced the concept of a subtraction sequence, the specific sequence

in which convex objects are subtracted from the depth buffer. A subtraction sequence

can be derived from information about the subtracted objects including the number of

objects, the view-dependent depth complexity of the objects and the pairwise overlap of

the objects. In the general case an O(n2) sequence is used4. If depth complexity k is

known, an O(kn) sequence can be used5. Utilisation of pairwise overlap information can

result in O(1) or O(n) sequences in particular circumstances6.

Subtraction sequences have also been examined from the abstract mathematical view-

point of Permutation Embedding Sequences7 (PESs). Previous work [14, 35, 83] has

established algorithms for generating n2 − 2n + 4 length subtraction sequences, but has

not established a lower bound for PES length.

This work introduces the concept of Normalised No Repeat (NNR) sequences, a su-

perset of the shortest length subtraction sequences that serves to reduce the overall space

of possible subtraction sequences. Utilising NNR we were able to determine a complete

list8 of shortest length subtraction sequences for 1 ≤ n ≤ 5, which has not been reported

1Chapter 4 and 6.
2Chapter 7.
3Section 7.4.3.
4Chapter 5.
5Section 4.3.2.
6Chapter 6.
7Chapter 5.
8Table 5.7.
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previously. We did not discover any PESs of shorter length than n2 − 2n+ 4. The NNR

approach also establishes an Ω(n2) lower bound for PES length9, which has not been

reported previously.

This work also examined the utilisation of pairwise subtracted object overlap for sub-

traction sequences10. Non-cyclic parts of the overlap graph can be utilised to obtain O(n)

subtraction sequences, and certain cyclic sub-graphs can also result in O(n) sequences.

Experimentally, we have shown that the performance improvement resulting from over-

lap graph subtraction sequences is worth the CPU computational cost, even in fairly

degenerate worst cases11.

This work has also experimentally confirmed the correctness and performance of the

SCS approach to CSG rendering by means of an implementation12 in C++ and OpenGL,

and application to a variety of CSG models13.

We are optimistic about hardware and algorithmic progress towards CSG rendering

using graphics hardware and the potential for useful interactive applications of CSG mod-

elling.

9Section 5.4.7.
10Chapter 6.
11Section 7.4.4.
12Appendix B and available online.
13Chapter 7.
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8.2 Further Work

There are a variety of future directions for hardware based CSG rendering. We will

mention here some of the unresolved questions and potential improvements to the SCS

approach in particular.

Graphics hardware presents a “moving target” in terms of features and performance

characteristics. At this point in time the technology horizon for interactive computer

graphics includes multi-core CPU, universal GPU shaders and integration of the CPU and

GPU. SCS is formulated in terms of the OpenGL 1 fixed-pipeline architecture, with an

emphasis on minimising depth buffer copying. The relative competitiveness of hardware-

based algorithms is likely to shift over time. New graphics hardware features may be

better suited to a particular CSG rendering approach.

We think there are further improvements that can be made to overlap graph subtrac-

tion sequences. Taking into account the viewing direction and the depth relationship of

overlapping objects, the graph could be treated as a directed graph, greatly improving

the potential for non-cyclic leaf trimming, resulting in shorter subtraction sequences.

Nodes could be grouped into clusters and treated as non-cyclic leaves, resulting in O(2n2

g
)

sequences, being especially beneficial when the groups are of comparable size and the

number of groups g is greater than 2.

PESs of shortest length remains an unsolved problem. Some ideas for further investi-

gation of these were mentioned previously in Section 5.5.1.

Finally, there is a broader question of the “ideal” hardware-based CSG rendering

approach. To what extent can electronics advances, graphics hardware design, engineering

and manufacturing solve the problem? Alternatively, is the CSG rendering challenge an

algorithmic one of utilising graphics hardware and CPU in an optimal arrangement?
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8.3 Citations and Subsequent Work

In the time during and after the development of the SCS algorithm there has been other

related work reported:

• The Improved Layered Goldfeather Algorithm [29] made better utilisation of the

stencil buffer for Goldfeather CSG rendering. We have described this briefly in

Section 3.5.3, and include experimental performance results for our implementation

in Section 7.3.

• A survey of depth buffer techniques [93] includes discussion of CSG rendering, in-

cluding SCS.

• CSG rendering using a two-sided depth test [42] improved layer-peeling performance

by utilising the hardware shadow buffer depth test.

• Several SCS performance improvements were reported by utilising off-screen render-

ing as an alternative to depth or stencil copying and using the OpenGL occlusion

query for depth complexity [52].

• The OpenCSG real-time 3D graphics library [53] implements CSG rendering using

algorithms including SCS.

• The Blister CSG rendering algorithm [43] avoids conversion of the CSG to sum-of-

products form and utilises hardware-based layer peeling.

• Subsequent to the Blister approach, the Constructive Solid Trimming (CST) algo-

rithm [46] and Optimised Blist Form [76].

• Transparent and edge-enhanced interactive CSG rendering [67].

• A surfel approach to CSG rendering [13].

• Hardware-based slicing algorithm for CSG [58, 44].

• Romeiro et al. [33] report spatial subdivision, CSG tree simplification shader-based

raytracing of CSG models.
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